Power Analysis Lab

Schedule:

· Hour 1. Introduction to G-power, using t-tests, ANOVAs and regressions (based on duckweed data).

· Hour 2. Collecting soil samples for the mite lab (sorting starts next week)

· Hour 3. Lecture on power analysis.

· Hour 4. Group work: hand calculations using formulae in Krebs (based in part on transect data).

· End of lab. Hand in questions (counts towards the 2% marks for in-class assignments).

The program

G-power is a statistical package that allows you to perform power analyses for all the basic types of statistical analyses. The good news is that it is free! And it is a tiny program, only 800 KB. If you need to use it in the future, it can be downloaded from:

http://www.psycho.uni-duesseldorf.de/aap/projects/gpower/index.html

There is also an instruction manual for G-power on the web:

http://www.psycho.uni-duesseldorf.de/aap/projects/gpower/how_to_use_gpower.html

Introduction to a priori power analysis: Duckweed competition and t-tests

What is power analysis? This is easiest to understand with an example. Lets think about your duckweed proposal. Suppose, based on your pilot study, you decided to explore the effect of high algal density on growth of the duckweed. As shown below, the pilot experiment shows a trend towards a positive response, though this is not significant. Lambda was calculated as the ratio (final duckweed count / initial duckweed count) and is in units of per two weeks.

	
	Lamba (mean)
	Lambda (stdev)
	t-test

	Control (just duckweed)
	1.025 (n=4)
	0.188
	t=1.29, p=0.24

	Duckweed+high density algae
	1.22 (n=5)
	0.247
	


If there really was an effect of algae on the duckweed, how many more replicates would you need to detect it? Well, it depends on what size of effect you would like to be able to detect, if it exists. 

Let us arbitrarily say that the effect of algae on duckweed growth is interesting to us if it changes the number of duckweed thali by 10 thali / 2 weeksin one direction or the other. Since we are starting with 60 thali, that would be a >15% change in growth rate over just two weeks, probably enough to affect the dynamics of the system over several generations (we could even do a little modelling exercise to examine the net effect over the growing season of a pond to demonstrate this). 

To generate an effect size, we express this difference (10 thalli/ 2 weeks) in number of standard deviations. G-Power will do this for you. First, make sure that the right test is selected; we propose to use a simple two-tailed t-test. Go to “test” and select “t-test with means”. Also make sure that “a priori” and “two-tailed” are selected on the right side of the dialog box. Now click “calculate effect size”, enter the appropriate means. “Sigma” is the population SD, which can be approximated by the sample SD. From our pilot experiment, the SD of both lambda estimates was roughly +0.218 fronds/original frond (to get this number I just averaged the SD between the two treatments). Click “calc & copy”. Notice that the “effect size” box is now full. You could have easily calculated the effect size by hand for this example. Look at formula 7.7 and 7.8 in Krebs, and calculate the effect size by hand. Show your calculation on the answer sheet. It should match what the program told you!

You will find on page 252 of Krebs some effect size conventions (from Cohen) for the comparison of two means. An effect size of 0.2 is “small”, of 0.5 is “medium” and 0.8 is “large”, which is also displayed at the bottom of your GPower screen (note that this classification changes from test to test!). Classify your effect size and enter this on the answer sheet too.

Let’s now find the minimum sample size needed for our analysis. To do so, we need one other item of information: power. Remember that alpha, usually set at 0.05, is a measure of the likelihood of Type 1 error: rejecting the null hypothesis when it is true. Beta is a measure of Type 2 error: not rejecting the null hypothesis when it is false (we will go over this in the lecture). If there is no reason to favour the null hypothesis over the alternative hypothesis, we might also want beta to be 0.05. Otherwise, we might want beta to be higher than alpha, say 0.10, or 0.20. Power is simply 1-beta, and is the power of the test to find a difference if there really is one! How much power is sufficient power? There are few rules of thumb, but generally you would want power greater than 0.80.
What sample size would you need for power=0.80? For power=0.95? To answer these questions, you will need to enter values for “alpha” and “power”, click calculate, and read the total sample size that the program outputs. This is the total number of cups needed. Divide by the number of treatments (2 in this case) to get “n”, or the number of replicates. Enter your values in the answer sheet.

Obviously, you’d need a lot of cups! You might wonder what the trade-off is between power and sample size. Go to “graphs” and choose to plot sample size as a function of power. You can see that this sort of analysis is really useful when designing experiments.

Introduction to retrospective power analysis: Duckweed growth and ANOVA

Power analysis can not only be used to estimate sample sizes needed for experiments that you will conduct in the future, but also for experiments which have already been conducted. If a study found no significant difference between treatments, we might wonder if this was due to no biologically important difference between the treatments, or due to not a high enough sample size to detect such a difference. 

How do we conduct a power analysis after the experiment has already happened? Have a look at the figure on p. 251 of Krebs. In power analysis, we can specify any three of four quantities (alpha, power (=1-beta), sample size, effect size) and estimate the missing one. In the a priori power analysis, we specified everything except sample size, and then asked what our sample size should be. In retrospective power analysis, we specify everything but power, and then ask what our power was. We will do two retrospective (also called post hoc) power analyses.

(1) In the t-test above, what was our power? You will need to click “post hoc” in the analysis options, type in the correct sample sizes, and calculate and copy over the new effect size.

(2) What is the power in the following ANOVA on the full dataset of duckweed treatments?
Here is a summary of the data:

	
	Lambda mean
	SD

	Control (just duckweed)
	1.025 (n=4)
	0.187

	Low algal density
	1.103 (n=4)
	0.152

	Medium algal density
	1.071 (n=3)
	0.613

	High algal density
	1.22 (n=5)
	0.247


If you did an ANOVA on this data, you would find no significant effect of nutrients on duckweed growth. Of course, since you are all now highly-trained statisticans, you will notice that the SD is far too variable for the ANOVA to be accurate, but let’s gloss over this detail for the moment. 

Change the type of power analysis to “post hoc”, and carry out a retrospective power analysis as follows. First, calculate the effect size by hand, using formula 7.26 and 7.27 in Krebs. Show your calculations on the answer sheet. Then use G-power to verify your calculations. Make sure that you change the test to “ANOVA” first, and enter the correct number of groups, etc. Classify your effect size following the guide at the bottom of your GPower screen, or Krebs p 253. Enter this on your answer sheet.
Then calculate the power of the original ANOVA analysis. Record it on your answer sheet. Did we have enough power in our test to conclude that there really was no difference between nutrient treatments?
Regression power analysis

We could have also analyzed our results with regression analyses. Here I expressed the amount of algal addition in terms of pipetfuls per cup, to make it a continuous variable (obviously the control has 0 pipetfuls of algae). Then I made a chart in Excel, and used the “add trendline” tool to do a linear regression.
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Using G-Power and the information above, carry out a post hoc power analysis of this regression.

What was the power of this regression?

If you were to do this experiment again, how many samples would you have collected and why?  

Group work.

The following questions are based on Krebs Chapter 7.

1. In a few weeks we will do a mark-recapture experiment with shore crabs. Last year, students marked 54 Hemigrapsis oregonensis crabs the first day, and 60 H. oregonensis crabs the second day, 5 of which were already marked. If they had wanted to achieve a + 50% precision of their Petersen estimate, how many should they have caught on the second day? (Although you haven’t learnt about this technique yet, you should be able to answer this question just from Chp. 7).

2. In many experiments, we wish to examine the difference between two means. As a general rule of thumb, n should be >3 for such analyses. Explain the rationale behind this statement.

3.  In the transect lab, we measured a total of 36 random points for the T-square random organism-to-organism measurements. Based on this information alone, what’s a rough estimate of the ratio of SD to mean density?

4. Suppose we measured the diameter of a couple of Western red cedars, and obtained a value (mean + SD) of 30 + 10 cm. How many cedars do we need to measure to obtain a 95% confidence interval of + 5 cm for our estimate of diameter? Would this be a large enough sample size to determine if this population of cedars was at least 10 cm smaller in diameter than a second population? Explain any assumptions you needed to make to answer these questions.

5. We will conduct a study of the effect of trawling (before and after) on marine benthic organisms. Organism abundance will be estimated using Surber sampler counts. Modelling has suggested that higher levels of the food web will only be impacted if the density of benthic organisms is reduced by 50%. If a power of 80% is deemed acceptable for the comparison, how many samples do you recommend to be taken before trawling, and after trawling? You may assume that alpha=0.05.

Power Analysis Answer Sheet 


Name:





1. A priori power analysis of t-test

Calculation by hand of effect size:

Classification of effect size:

Total number of cups needed for power=0.80:

Number of replicates per treatment needed for power=0.80:

Total number of cups needed for power=0.95:

Number of replicates per treatment needed for power=0.95:

2. Post hoc analysis of ANOVA

Calculation by hand of effect size:

Classification of effect size:

Power of original analysis, and what does this imply about our ANOVA?

3. Post hoc analysis of regression model.

What is the power of the regression?

What did you learn from your post hoc power analysis? If you had the opportunity to redesign your sampling, what would you do?

Write answers to group work on the back.
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		Reported by Ross and Thalia		Name		Treatment		Color Index		# Alive Fronds		# Dead Fronds		Total # Fronds		Lambda		Percent mortality		Algal score				Lambda mean		Lmbda Stdev		Mortality mean		Mortality stdev

						Control (just duckweed)		Low		24		22		46		0.7666666667		47.8260869565		0		Control (just duckweed)		1.025		0.1878237945		49.9697956846		5.2943258308

				Simon		Control (just duckweed)		Low		32		31		63		1.05		49.2063492063		0		Low Density Algae		1.1033333333		0.1511070261		46.5168454592		12.7544133385

						Control (just duckweed)		Low		31		42		73		1.2166666667		57.5342465753		0		Medium Density Algae		1.0708333333		0.6125803046		52.855107213		16.8013689157

						Control (just duckweed)		Low		35		29		64		1.0666666667		45.3125		0		High Density Algae		1.22		0.2467567403		48.4146821545		10.6455287406

						Control (just duckweed)		Low		-		-		-								Bleach with Duckweed		1		0		100		0

						Low Density Algae		Medium		25		51		76		1.2666666667		67.1052631579		1		Bleach with algae and duckweed		1		0		100		0

				Sarah		Low Density Algae		-		51		25		76		1.2666666667		32.8947368421		1

						Low Density Algae		Medium		30		28		58		0.9666666667		48.275862069		1

						Low Density Algae		High		36		26		62		1.0333333333		41.935483871		1

						Low Density Algae		Medium		34		25		59		0.9833333333		42.3728813559		2

						Medium Density Algae		Medium		64		54		118		1.9666666667		45.7627118644		2

						Medium Density Algae		-		-		-		-

				Aimee		Medium Density Algae		Medium		8		28		36		0.6		77.7777777778		2

				Paolo		Medium Density Algae		-		25		22		47		0.7833333333		46.8085106383

				Paolo		Medium Density Algae		-		33		23		56		0.9333333333		41.0714285714

						High Density Algae		High		52		37		89		1.4833333333		41.5730337079		3

				Tessa		High Density Algae		High		20		37		57		0.95		64.9122807018		3

				Aimee		High Density Algae		High		44		29		73		1.2166666667		39.7260273973		3

						High Density Algae		High		50		37		87		1.45		42.5287356322		3

						High Density Algae		High		28		32		60		1		53.3333333333		3

						Bleach with Duckweed		Clear		-		60		60		1		100

						Bleach with Duckweed		Clear		-		60		60		1		100

						Bleach with Duckweed		Clear		-		60		60		1		100

						Bleach with Duckweed		Clear		-		60		60		1		100

						Bleach with Duckweed		Clear		-		60		60		1		100

						Bleach with algae and duckweed		Clear		-		60		60		1		100

						Bleach with algae and duckweed		Clear		-		60		60		1		100

						Bleach with algae and duckweed		Clear		-		60		60		1		100

						Bleach with algae and duckweed		Clear		-		60		60		1		100

						Bleach with algae and duckweed		Clear		-		60		60		1		100

						No duckweed or algae		Clear		-		-		-

						No duckweed or algae		Clear		-		-		-

						No duckweed or algae		Clear		-		-		-

						No duckweed or algae		Clear		-		-		-

						No duckweed or algae		Clear		-		-		-
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