ANCOVA and you

It’s called analysis of covariance because we test for a treatment effect as we account for a continuous covariate.

Suppose you measure plant growth (y) as a function of two fertilizer treatments (treat), while accounting for the size (x) of the plant (as bigger plants tend to grow faster, a rather boring fact that is messing up your data).

Suppose you have declared the fertilizer treatments (1 and 2) as nominal (categorical) variables. This means that the computer automatically (or you by hand if your stats program doesn’t have this option) decides that one treatment will be entered as a “zero” in the regression, while the other will be entered as a “one”.

Let’s see what that does. Here’s your output (the m’s and b’s are constants, that is parameter estimates that the regression program generates):

y = (m1) treat  + (m2) X + (m3) X treat + b

Now let’s say that fertilizer 1 is the “zero” value treatment. That means that any terms in this model which include treatment will equal zero for those plants that experienced fertilizer treatment 1. For these data only, the regression equation reduces to:

y = + (m1) treat + (m2) X + (m3) X treat + b 
or    y = (m2) X + b

You will notice that the slope of this line is m2, and the y-intercept is b.

What about fertilizer 2  treatment? Well, it has been assigned a “one” value, so any terms in this model which include treatment will stay in the model for those plants that experienced fertilizer treatment 2. For these data only, the regression equation reduces to:

y = (m1) + (m2) X + (m3) X + b which can be written as

y = (m2 + m3) X + (m1  + b) 

You will notice that the slope of this line is m2 + m3, and the y-intercept is m1 + b.  Both the slope and intercept will differ between fertilizer 2 line than the fertilizer 1 line (slope will differ by m3, intercept by m1)... that is, unless the interaction (“X treat”) is not significant! In that case, the equations reduce to:

Full equation: y =(m1) treat + (m2) X + b 

Regression line for fertilizer 1 datapoints: y = (m2) X + b 

Regression line for fertilizer 2 datapoints: y = m1 + (m2) X + b

What do you notice about the slopes of these two treatment lines? Aha! So the difference between the y-intercepts (equal to m1) won’t depend on how big the plant is, right? And wouldn’t that be a nice and easy conclusion to report!

